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HPC INTRODUCTION COURSE

mmmmmm Preliminaries

» Online material of University Computing Centre: https://www.hiperf.rz.uni-kiel.de
» HPC support e-mail (ticket system): hpcsupport@rz.uni-kiel.de
» HPC support team:

— Consulting and user support

® Dr. Simone Knief
® Dr. Michael Kisiela
® Dr. Karsten Balzer

— System administration

® Dr. Holger Naundorf
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OUTLINE

Bl Introduction
What is HPC?



HIGH PERFORMANCE COMPUTING (HPC)

mmmmmm What is HPC and how does it work?

» HPC = computer aided computation
» Some workloads are simply too large or complex for a single computer to process them.

» HPC or supercomputing environments address this issue by allowing individual compute nodes to work
together, usually in a connected cluster group so that large amounts of computation can be performed
in parallel and, at best, very efficiently and in a short amount of time.

» Thus, HPC is mainly equal to parallel computing and/or parallel data processing.
» Main features of an HPC system:

— Compute: many compute nodes with multi-core processors or special architecture (e.g., GPUs)
— Network: fast communication network between nodes

— Storage: powerful file systems for input/output

— Infrastructure: Login nodes, batch server, monitoring etc.
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HIGH PERFORMANCE COMPUTING (HPC)

mmmmmm A typical machine layout

HPC system

ssh - batch
user PC - login nodes compute nodes
connection system

$TMPDIR

( peripheral storage )-— [hpc storage #1] [ hpc storage #2 ]
$CEPH $HOME $WORK
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HIGH PERFORMANCE COMPUTING (HPC)

mmmmmm t's all about performance. Two examples
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HPC@CAU

mmmmmm Available HPC systems

» caucluster

= Linux cluster, no GPU nodes

— Operating system: Rocky Linux 8.6

= Mainly accessible to CAU members
» NEC HPC system (alias “nesh”)

— Hybrid system: I. Linux cluster subsystem, Il. GPU subsystem, lll. vector subsystem
— Operating system: Red Hat Enterprise Linux 8.2
— Accessible to CAU and GEOMAR members

» medcluster

= Linux cluster, some GPU nodes
— Operating system: CentOS Linux 7
— Exclusive use by members of the Institute of Clinical Molecular Biology
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HARDWARE

mmsmsm caucluster vs. NEC HPC system (nesh)

caucluster NEC HPC system (nesh)

login nodes 2x AMD (32 cores, 512GB) 4x Intel (32 cores, 768GB)
caucluster.rz.uni-kiel.de nesh-fe.rz.uni-kiel.de

cluster nodes 16x AMD Milan (32 cores, 256GB 280x Intel Cascade Lake (32 cores, 192GB)

)
93x AMD Milan (32 cores, 512GB) 172x Intel Skylake (32 cores, 192GB)
15x AMD Milan (32 cores, 1TB) 8x Intel Skylake (32 cores, 384GB)
5% AMD Milan (32 cores, 2TB) 4x Intel Cascade Lake (32 cores, 1.5TB)
1x AMD Milan (32 cores, 4TB) = 464 nodes (14848 cluster cores)
= 130 nodes (4160 cluster cores) + EDR InfiniBand network

GPU nodes —  2x GPU node (4x NVIDIA Tesla V100 [5120 CUDA cores, 32GB])
GPU memory bandwidth: 900GB/s

vector nodes — 8x SX Aurora TSUBASA (8x vector engine [8 sx cores, 40GB)
VE memory bandwidth: 1.2TB/s

data nodes — 2x data mover node (Intel Cascade Lake, 24 cores, 192GB)
$HOME file system 80TB (ZFS) 300TB (GxFS)
$WORK file system 1.2PB=1200TB (parallel BeeGFS) 10PB (GXFS, 2 partitions a 5PB)
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SYSTEM ACCESS

mmmmmm How to get access?

» You can request a user account at any time.
» Use form no. 3: “Request for use of a High-Performance Computer” - link to sign-up page.

» Complete and sign the form and return it, preferably by e-mail, to anmeldung@rz.uni-kiel.de (or in
paper form by in-house mail to the Computing Centre’s user administration).
» User account comprises subscription to HPC mailing lists:
= hpc_user@uni-kiel.de ... for general information (e.g., courses, events, new installations)

— nesh|caucluster| medcluster_user @lists.uni-kiel.de ... for system specific information (e.g., downtimes,
problems, new features)

» Some remarks:

— On-campus: HPC systems are accessible from within campus network (incl. GEOMAR and UKSH).

— Off-campus/remote access: Establish first a VPN connection using your HPC account (not with your stu
account!), see here for more information: https://www.rz.uni-kiel.de/en/hints-howtos/vpn17

— Passwords are exclusively managed by the CAU identity management (CIM) service portal. Before the first
login you need to set a password for the corresponding system. Go to: https://cim.rz.uni-kiel.de/cimportal

8 June 2023 Dr. Karsten Balzer, Computing Centre (RZ), Kiel University HPC introduction course 9/ 33


https://www.rz.uni-kiel.de/en/about-us/terms-and-policies/forms/sign-up
mailto:anmeldung@rz.uni-kiel.de
https://www.rz.uni-kiel.de/en/hints-howtos/vpn17
 https://cim.rz.uni-kiel.de/cimportal

APPLICATION PROCESS

s Form no. 3
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NATIONAL HIGH PERFORMANCE COMPUTING

s HPC@NHR

R

»

»

»

»

NATIONALES ] - ' L : n
HOCHLEISTUNGS
ECHNEN

NORDDEUTSCHER VERBUND FUR HOCH- UND HOCHSTLEISTUNGSRECHNEN

National High Performance Computing Alliance (NHR, Nationales Hochleistungsrechnen)

Since 2021, the NHR Alliance bundles resources of university high performance computing and makes
them available to scientists at German universities free of charge.

It also supports users by providing advice and training in the use of high performance computing in
their fields of application.

Website: https://www.nhr-verein.de
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HPC@NHR

mmmmmm National High Performance Computing

» The following universities and respective computing centers currently belong to the NHR Alliance:
— RWTH Aachen (IT Center, NHR4CES@RWTH)
— TU Darmstadt (Hochschulrechenzentrum (HRZ), NHR4CES@TUDa)
— U Nurnberg-Erlangen (Regionales Rechenzentrum Erlangen, NHR@FAU)
— U Géttingen (Gesellschaft fuir wissenschaftliche Datenverarbeitung mbH Géttingen (GWDG), NHR@G6ttingen)
— Karlsruhe Institute of Technology (Steinbuch Centre for Computing (SCC), NHR@KIT)
— TU Dresden (Zentrum fiir Informationsdienste und Hochleistungsrechnen, NHR@TUD)
— Berlin University Alliance (Zuse Institute Berlin, NHR@ZIB)
— U Paderborn (Paderborn Center for Parallel Computing, PC2)
= U Frankfurt am Main (TU Kaiserslautern-Landau, U Mainz, U Saarland - NHR South-West, NHR@SW)
» Courses and workshops: https://www.nhr-verein.de/en/courses-and-workshops

» Application: https://www.nhr-verein.de/en/computing-time
» NHR@ZIB and NHR@G6ttingen formerly known as the HLRN systems

= Website: https://www.hlrn.de
— User support at Kiel University by Dr. Simone Knief and Dr. Karsten Balzer

8 June 2023 Dr. Karsten Balzer, Computing Centre (RZ), Kiel University HPC introduction course 12/ 33


https://www.itc.rwth-aachen.de/cms/IT-Center/Forschung-Projekte/~nkbpn/NHR4CES/
https://www.nhr4ces.de/
https://hpc.fau.de/
https://www.gwdg.de/hpc
https://www.nhr.kit.edu/index.php
https://tu-dresden.de/zih/hochleistungsrechnen/nhr-center
https://www.zib.de/nhr
https://pc2.uni-paderborn.de/
https://nhrsw.de/
https://www.nhr-verein.de/en/courses-and-workshops
https://www.nhr-verein.de/en/computing-time
https://www.hlrn.de

HPC@NHR
s HLRN = HPC@ZIB + HPC@Gottingen

» Joint HLRN system has >230.000 compute cores.
» Available resources in more detail (HLRN IV):

Berlin (Lise) 1270 compute nodes 96 cores per node
4 (Intel Cascade Lake) 384GB/768GB/1.5TB main memory

+ Omni-Path interconnect

Goéttingen (Emmy) 448 compute nodes, phase | 40 cores per node
Se= (Intel Skylake) 192GB/768GB main memory

+ Omni-Path interconnect

974 compute nodes, phase Il 96 cores per node

(Intel Cascade Lake) 384GB/768GB/1.5TB main memory

+ Omni-Path interconnect

Géttingen (Grete) 33 GPU compute nodes 4x NVIDIA Tesla A100 (40GB)
(AMD Milan)
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HPC@NHR

mmmmmm HPC@ZIB and HPC@Gaéttingen

» Usage open for all employees of German universities, incl. universities of applied sciences.
» Overview of application types:
A Test project (easy access): small projects or project preparation, 75k core*h per quarter (up to 300k upon
request), rolling application
B Normal compute project: 300k-5M core*h per quarter, proposal review by scientific board of NHR@ZIB,
NHR@Gottingen, quarterly application (duration: 1 year)
C Large-scale project (“GroRprojekt”): >=5M core*h per quarter, proposal review by scientific board + NHR
panel (“Nutzungsausschuss”), quaterly application (duration: 1 year)

» For the joint application process, important deadlines and further preconditions, see
https://www.hlrn.de/doc
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OUTLINE

How to use the HPC systems
Login and file systems
Software and software modules
Batch processing (Slurm)
Practical examples and job monitoring



LOGIN

mmmmmm Use SSH to access the login nodes

» SSH clients:

— Linux/Mac: directly available on the command line through the operating system
— Windows: MobaXterm (versatile ssh client incl. x11 and sftp), alternative: putty (simple ssh client, but by
default no x11 window forwarding)
» Login from within the campus network or after having set up a VPN connection:

— caucluster: ssh -X username@caucluster.rz.uni-kiel.de

— medcluster: ssh -X username@medcluster.medfdm.uni-kiel.de

— NEC HPC system (nesh): ssh -X username®@nesh-fe.rz.uni-kiel.de

— The option -X enables x11 window forwarding (in case you use a graphical user interface (GUI), e.g., matlab)

— Note, that there exist multiple login nodes for the caucluster (caucluster[1,2]) and the NEC HPC system
(nesh-fe [0-3]). Using the above generic login names you will redirected to one of them.

» For data transfer you can use the commands scp or rsync. On Windows, MobaXterm also allows to
open a graphical sftp session.
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FILE SYSTEMS

s HOME file system

»

»

Accessible via the environment variable $HOME.
$HOME directory = user directory location after successful ssh login

There is a regular (daily) backup for data on $HOME, the backup history comprises the last 8 weeks (for
the last 2 weeks on daily basis, weekly otherwise).

Usage managed by quotas. Strict per user limits:

— caucluster (ZFS): 100 GB (hard limit)
— NEC HPC system (GxFS): 150 GB (soft), 200GB (hard)

For quota information, see the command ' workquota
Suited for software, source code, scripts, small amounts of results.
Do not use $HOME for performing batch calculations.

Usually slower file access times compared to the work directory.
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FILE SYSTEMS

mmmmmm WORK file system

<

» Accessible via the environment variable $WORK.

» $WORK directory = user directory on a powerful, parallel file system (GxFS or BeeGFS depending on the
system)

» There is NO BACKUP for data on $WORK!
» Usage managed by quotas for disk space. Default limits:

— caucluster (BeeGFS): 2TB (hard limit), 2.000.000 chunk files (approx. 250000 files).
= NEC HPC system (GxFS): CAU user: 1.8TB (soft), 2TB (hard); GEOMAR user: 4.5TB (soft), 5TB (hard)

» For quota information, see the command ' workquota
» Use $WORK to store large amount of data and to perform batch calculations.
» Usually fast and suited for parallel input/output.

» Data sharing on the basis of Linux groups and access control lists (ACL) possible.
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FILE SYSTEMS

s Local disk space

» Means additional disk space on compute nodes (= scratch space).

» Temporarily accessible during a batch calculation via the environment variable $TMPDIR. All data will
automatically be deleted upon termination of the respective batch calculation.

» Fast access times (maybe even faster than $WORK).

» Suited for 1/0 intensive calculations with a lot of read/write operations.
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FILE SYSTEMS

mmmmmm CEPH storage

» Accessible via the environment variable $CEPH.

» The Ceph storage is intended for storing non-active user data, which do not require immediate and
fast access, however need to be kept for a longer period of time.

» Before transferring data to the Ceph storage, please, compress your data and collect many files into
reasonably sized archive files (100MB+). Create (unpack) archives on the $WORK file system only!

» You may use rsync to transfer a larger set of files to $CEPH.

» Note, that there is NO ADDITIONAL BACKUP of data stored on $CEPH.

» Default user quota: 1TB.

» Currently, the Ceph storage is usable as an NFS storage and accessible on the login nodes only.

» Some remarks:

— NEC HPC system (nesh): There exist 2 data mover nodes (in a Slurm partition called data), which also give
access to the Ceph storage and additionally can connect to the internet.
— caucluster: You may use a http(s)/ftp proxy on the compute nodes to access external data, see here.
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SOFTWARE

mmmmmm Default environment

»

All HPC systems have a Linux operating system:

— caucluster: Rocky Linux 8.6
= NEC HPC system: Red Hat Enterprise Linux 8.2

The supported default Unix shell is bash.
Default editors: vi or nedit (GUI based); more editors (emacs, nano, etc.) available as modules.

Most globally installed user software is offered via a module concept (based on Imod/Iua), which
means that the software is not in the standard path after login but must be enabled/disabled by the
user with specific software module commands.

You may install your own software in your own user space (for bioinf tools we recommend to to so
using conda - for more information regarding the caucluster, see here).
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SOFTWARE

mmmmmm Software modules |

»

Software that is deployed via modules comprise very different types (compilers, libraries, tools and
standard as well as very specific user software/applications).

In most cases, we use the package management tool Spack for those installations.

Just to mention a few:

Compilers: GNU and Intel. For GPU nodes: NVIDIA Cuda + libraries/tools
MPI environment: Intel MPI and OpenMPI

Libraries: gsl, eigen, blas/lapack, boost, fftw, mkl, petsc, hdfs, netcdf, ...
Other commonly used software: python, R, perl, Matlab, Julia, gnuplot, ...

Special software stack for the SX Aurora TSUBASA vector system on the NEC HPC system (SX
crosscompilers, special SX MPI implementation, special libraries and tools).

You may send software requests to hpcsupport@rz.uni-kiel.de.
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SOFTWARE

mmmmmm Software modules I

» Module commands:

module av[ail] List all accessible modules
module [un]load <name> Loads [unloads] a module with the name <name>
and performs all necessary settings

module list Lists all modules that are currently loaded

module show <name> Shows details about paths, environment variables etc.

module purge Unloads all currently loaded modules (reset)

module all Show all modules (overview command, available on caucluster only!)
» Examples:

module load matlab/2022a module load R/4.2.1

matlab [-nodisplay] ... R | Rscript
» Remark:

— For Python and R, we only provide the base installation. Thus, additional packages must be installed in the
own user space, see under section 'Software’ on the HPC web pages for more details and instructions.
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SOFTWARE

s Software modules 111 (caucluster specifics)

» On the caucluster, modules are grouped into compiler module environments. This means:
= Not all software modules are visible and accessible by default!
— Aside from modules available in the default module environment, users first need to load a compiler
environment (a *-env module)!
» Remarks:
— Loading of an environment module must be performed on a separate line before loading modules of the
respective environment itself.
— The compiler environment gcc12-env/12.1.0 is the one into which we usually will install requested
software, i.e., there you will find most of the software packages.
— To make it a little easier for users to include link and run dependencies of given modules, for many software
modules, there also exist an additional development module (name *-dev), which becomes visible with the
command module --show-hidden av[aill].

» Examples:
module load gccl2-env/12.1.0 module load intel2021-env/2021.6.0
module load gcc/12.1.0 module load intel/2021.6.0 intel-mpi/2021.6.0
gee ... mpiicc ...
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BATCH PROCESSING

mmmmmm RUnning calculations on the compute nodes

HPC system

ssh - batch
user PC - login nodes compute nodes
connection system

$TMPDIR

( peripheral storage )-— [hpc storage #1] [ hpc storage #2 ]
$CEPH $HOME $WORK
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BATCH PROCESSING

mmmmmm What is batch processing?

»

»

Usage of compute nodes is only possible via the batch system and is thus called “batch processing”.

The batch system organizes the overall workload of all HPC users and ensures that multiple jobs can be
properly executed at the same time and/or in a specific order. It allows for an efficient and fair
distribution of the available resources.
As batch system, we deploy Slurm with a fairshare scheduling. This means:
— Job priority is not assigned on a “first in - first out” (FIFO) basis.
— Instead, jobs are scheduled based on the portion of resources that have been used in the past.
— Metric which is tracked: allocated cores x seconds + memory usage.
— However no fixed allotment, i.e. tracked (consumed) resources decay over time with an exponential decay
law such that the priority of future jobs automatically increases over time.
Remarks:
— There exist additional limits such that one user cannot allocate all available resources at the same time
(further jobs are then pending, e.g., with a reason code Q0SMaxCpuPerUserLimit or similar).
— caucluster: There exist additional Slurm group accounts for groups that participated in the procurement of
the system. By default, choose group “cau” (= option “other”) upon first ssh login, if you do not belong to one
of the other groups listed.
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BATCH PROCESSING

mmmmmm How does batch processing work?

» One does NOT start the program directly from the command line!
» Instead:

1. Prepare a small ASCII file (called “batch” or “job” script) which contains all necessary information
2. Submit this script to the batch system

» Typical information provided in a batch script:

— Required compute resources (number of nodes, number of cores per node, main memory, walltime,
output path, ...)

— Setup of software environment (e.g., module load ..., if required)

= Program call

— Job summary request (optional)
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BATCH PROCESSING

mmmmmm How does batch processing work?

Jjob submission

sbatch <jobscript>

batch system

workload,
resource and
priority
management

query job status:
squeue --me

~—

Jjob execution

#1/bin,
#SBAT(

ood

compute node 1

compute node 2

compute node 3

compute node 4

— N\ N
—

» The Batch system takes the batch script, searches for free, appropriate compute resources and then

either directly executes the computation or queues the job.
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BATCH PROCESSING (SLURM)

s Slurm commands

» Most important commands:

sbatch <jobscript> submission of a new batch job
squeue [-u <username>or --me] list all [own] jobs that are managed by the batch system
scancel <jobid> deletes a job with the given jobid
scontrol show job <jobid> shows details of a specific job
sinfo -N1 shows features about the existing compute nodes
(cores, main memory, local disk, additional Slurm features)
sacctmgr show qos gives details about additional 'quality of service’ limits
» Remarks:

— By default, the maximum walltime is 48 hours. To allow for longer walltimes (<= 10 days), one needs to add
the following line into the batch script and adapt the walltime accordingly: #SBATCH --gos=long.

— Even longer walltimes or prolongation of running jobs are possible upon request.

— Itis possible to request a specific node features. Example for the NEC HPC system: Run a job on either Skylake
[skylake] or Cascade Lake [cascade] nodes: #SBATCH --constraint=cascade

8 June 2023 Dr. Karsten Balzer, Computing Centre (RZ), Kiel University HPC introduction course 28/ 33



s caucluster

BATCH SCRIPT EXAMPLES (SLURM)

» Serial calculation (1 core on 1 node)

» OpenMP thread-parallel (8 cores on 1 node)

8 June 2023
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BATCH SCRIPT EXAMPLES (SLURM)
mmmsmm NEC HPC system (nesh)

» Multi-node MPI calculation

(64 cores distributed over 2 nodes)

» Performing a calculation on a GPU node
(using 1 NVIDIA Tesla V100 card)

8 June 2023
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PERFORMING BATCH CALCULATIONS

mmmmmm Two practical examples

1. caucluster: Performing a parallel R calculation. Focus:

— Module usage

— Installation of additional R packages
— Batch job submission and control

— quick scaling analysis

2. NEC HPC system (nesh): Performing an Intel MPI calculation. Focus:

— Code compilation
= Single- and multi-node jobs
— Job monitoring
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FINAL REMARKS

mmmmmm Please take into account the following ...

» There exist the possibility for interactive batch jobs, with which you can - controlled via the batch
system - run commands directly on a compute node. Example:

srun --pty --x11 --cpus-per-task=4 --time=01:00:00 --mem=10G /bin/bash

» Dos and don’ts

8 June 2023

Never run calculations on the home file system.

Always use the batch system.

Do not request more nodes and more cores than are required by your program.

Adapt walltime and main memory to the need of the program.

Try to save intermediate results particularly during long calculations (check for or implement a restart option).
The login nodes are only for editing files, submitting jobs and performing small-scale pre- and postprocessing.
Do not run long and resource demanding calculations interactively on the login nodes.

Please check your data from time to time and remove data that is no longer needed.

In publications, consider an acknowledgement of system usage, see, e.g.,
https://www.hiperf.rz.uni-kiel.de/caucluster/acknowledgement.
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CONCLUSION

mmmmmm Further documentation and support

» HPC@CAU:

— caucluster: https://www.hiperf.rz.uni-kiel.de/caucluster
— NEC HPC system (nesh): https://www.hiperf.rz.uni-kiel.de/nesh

» HPC@NHR,HLRN:

= NHR: https://www.nhr-verein.de
= HLRN: https://www.hlrn.de

» We provide user support

8 June 2023

.. on general HPC usage,

.. on software installation and porting,

.. on code and workflow optimization,

.. on parallelization or vectorization issues, and
... on NHR/HLRN proposals

» Contact and HPC support e-mail (ticket system): hpcsupport@rz.uni-kiel.de
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CONCLUSION

mmmmmm Further documentation and support

M

»

»

»

»

HPC@CAU:
— caucluster: https://www.hiperf.rz.uni-kiel.de/caucluster
— NEC HPC system (nesh): https://www.hiperf.rz.uni-kiel.de/nesh
HPC@NHR,HLRN:
= NHR: https://www.nhr-verein.de
= HLRN: https://www.hlrn.de
We provide user support
— ... on general HPC usage,
— ... on software installation and porting,
— ... on code and workflow optimization,
— ... on parallelization or vectorization issues, and
= ... on NHR/HLRN proposals

Contact and HPC support e-mail (ticket system): hpcsupport@rz.uni-kiel.de

HAP COMPUTI !
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